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Welcome to my presentation for my research proposal, which introduces the project I wish to undertake to complete my Master of Science degree in Computer Science. My project is titled: “The business impacts of software engineering teams maintaining legacy software”.

To introduce my project, I will first introduce the research problem by discussing its context. Many companies rely on software to keep their business processes operational. Some business processes are critical and have existed since the business has started; hence the software that facilitates it is quite old. A good example appears in the restaurant industry, where you perhaps might have been to a restaurant and observed that its till system appears to be quite outdated, as the picture illustrates. Most people would likely expect to see a tablet instead. The software that powers these tills can be referred to as legacy software- and although time plays a significant role in causing software to become legacy software, legacy software is more accurately defined as software that’s not possible to fully understand due to a lack of information on its architectural design. Time typically causes software to become legacy software, as original developers of projects leave and information on key design decisions gets lost to time. However, software could also become legacy software if information is lost due to a catastrophic event (such as loss of documentation due to data corruption). Despite its age, however, legacy software still provides functionality critical to businesses.

Notably, software engineering teams encounter difficulty when working with legacy software for two main reasons. Firstly, and as mentioned previously, legacy software is commonly created in the early stages of a business’ growth, meaning that it’s built with obsolete technologies- this slows down development later on because software engineers cannot easily leverage new technologies. Secondly, since legacy software is characterised by a lack of information, developers are at risk of releasing flawed changes due to reduced awareness of the codebase. In the worst case scenario, this could lead to software bugs which could harm the business financially, if the bugs cause business logic to be followed incorrectly.
For this reason, software engineers often wish to rewrite legacy software because a rewrite will reduce the risk inherent to their changes and a rewrite would facilitate the use of new technologies, improving development efficiency. However, business audiences (such as managers and directors) may view software rewrites as a misuse of resources, because developers would be spending time creating a replacement that offers no immediate, profitable benefits (such as new functionality). 

This explanation illustrates the core problem: software engineering teams and businesses have valid perspectives on managing legacy software, but, practically speaking, there is no clear way to decide which course of action is appropriate.  Similarly, academic literature fails to provide guidance on this topic. My research aims to address this gap, and I therefore describe the research aim as follows: it is to understand the business impacts of legacy software by understanding how its existence affects software engineering teams that own it. This research aim is tied to three research objectives: 
· The first objective is to guide future research in understanding which factors to assess when investigating the modernisation of legacy software.
· The second objective is to provide an initial direction to software engineering teams on how to effectively manage legacy software.
· The final objective is to provide business audiences with a practical, yet initial set of insights on what the consequences are of keeping legacy software operational.

My research aims and objectives will make a useful (and relevant) contribution to academia for the following reasons:

· Academic literature widely discusses the topic of legacy systems, but mainly through the lens of software architectures.
· However, my project assesses legacy software independent of architectural designs, which enhances current understanding by providing a broader scope.
· Since discussion is focused on legacy and modern architectures, current academic discussion is also focused on the migration of software.
· Despite this, discussion is sparse on when a software rewrite should actually be considered. The findings of my research can be used to improve decision making in this area.
· Thirdly, current academic literature does not explain how software engineering teams can effectively maintain legacy software, if they cannot rewrite it.
· The findings of my research can be used to advise on how legacy software can be maintained more efficiently.
· And lastly, my methodology is driven by the collection of socio-technical data, which is a form of data that is not frequently used within this area of research. My findings could prove the viability of this data type, in this area.

The foundation of this project is derived from previous academic work on various aspects of this topic, and I discuss the following works and their importance to this research:
· The work of Alkazemi, who presented a framework for evaluating legacy systems.
· Secondly, the work of Ferreira et al., who discussed ways of determining which developers hold the most knowledge of a software project.
· The work of Kosinken is foundational, as this author proposed a framework for understanding when to upgrade legacy systems.
· Sandborn and Prabhakar also created an important work by forecasting the impact of losing employees who hold critical knowledge of legacy systems.
· And lastly, the work of Storey et al. is central to my methodology, as they discuss the relevance of socio-technical data in software engineering research.

Based on the research aim and existing academic literature, I established the main research question, which is: From a business perspective, which aspects of legacy software positively or negatively affect the efficiency of software engineering teams that maintain it? I also present three supporting research questions, which are:
· What are the outcomes of the loss of knowledge on legacy software projects?
· Do developers mainly spend their time improving stability or working on new features when legacy software is involved?
· And lastly, what business risks are presented by keeping legacy software operational?

These questions formed the basis of my research design. The research questions are exploratory in nature, hence I use an exploratory research design. Data collection is a key aspect of my research design, and there is a strong academic basis for using socio-technical data. In addition to the work of Storey et al., Hoda discusses how software engineering is a socio-technical discipline by nature because social and technical aspects are deeply interlinked. Socio-technical data is both qualitative and quantitative- software tasks are qualitative, while the number of application errors is a quantitative measurement. Since this project investigates domains which have experiential and empirical data, a mixed-methods approach is used.

Casula et al warns that exploratory qualitative research can lack academic rigour, so a key focus for the methodology was to ground it in relevant existing literature. The research methodology is split into two parts and follows data-based research, which is a style of socio-technical research discussed by Storey et al. The first step of the methodology is to build a model of changes made to legacy software that integrates business and technical perspectives. The second step is to contextualise operational failures of legacy software by identifying root causes.

To complete the first part of the methodology, I will collect software tickets (which are descriptions of tasks), and software changes written by different authors. Then, I will link the software changes to tickets by matching ticket ids, as changes and tickets both have an id. Thirdly, I will map the software changes to a category of work using the categories Kosinken discusses. Lastly, I use the work of Zakaria et al, along with the work of Sedano et al, to determine whether the software change generates value for the business or software engineering team.

For the second part of the methodology, I gather historical error logs, along with incident reports, and for each data point, I identify its root cause. I then determine if each root cause is attributable to a lack of information, which enables me to determine if a software problem or incident is a direct cause of legacy software itself, following the initial definition of legacy software.

These sets of findings allow me to answer the research questions in the following ways. To answer the second research question, I will use the data from part 1 in conjunction with the socio-technical tool TNM, to compare software engineers to historical experts on the codebase, using ticket data such as time for completion. To answer the third research question, I will use the data obtained in step 1 to compare how many tickets generate business value, to how many tickets generate value for the team. To answer the fourth research question, I will use the data obtained in step 2 to determine how many software problems are attributable to legacy software itself, and what the impact of these problems are. Finally, I will evaluate the answers to all these research questions in a holistic manner, to answer the first research question.

There are some ethical considerations to address while undertaking this research. The data that will be used for this research will be collected from my employer. My employer has no direct financial stake in this research and will be kept anonymous in the final article. I will also need to obtain permission from the company’s legal department to use the data- based on preliminary talks, this should be approved. All data collected will need to be anonymised, and in addition, I will ensure that all sensitive information is stored on company-owned equipment. Lastly, due to the employer/employee relationship, there is potential for bias, however, I aim to use supervisor feedback to detect this. Anonymity in the final article should also limit bias.

Having illustrated the viability of this research, I will now mention that my goal is to have this research published, so the final artefact that will be created from this project is an article that is suitable for publication in an academic journal. I have targeted one of the following journals listed on the slide, hence, the article that I will write will follow the general format of articles in these journals. The final article will be structured with the following sections:
· An abstract
· Introduction
· Literature review
· Research Design
· Findings
· Interpretation of findings
· A discussion of limitations
· Recommendations and conclusion

Lastly, it is necessary for this project to comply with BCS standards to successfully obtain my Master of Science degree. In the following slide, I have explained how my project meets BCS standards:
· To meet the requirement of showing a critical understanding of current problems informed by academia, I have established relevance to academic discussions on software modernisation and socio technical data.
· To show a comprehensive understanding of research techniques, I have demonstrated a critical academic evaluation during research design.
· To show originality, I have made extensive use of socio-technical data, and identified a clear research gap.
· To demonstrate an ability to deal with complex issues creatively and systematically, I have integrated academic perspectives on data gathering with my own strategy for analysing findings.
· To show self-direction, I have decided on the format of the final artefact by using the goal of publication and researching target journals.
· And lastly, to show critical self-evaluation of the process, I have extensive personal notes which document my journey in clarifying the research problem- these notes will be added to my ePortfolio.

Finally, I will briefly discuss my proposed timeline for this project in the form of a Gantt chart. My course planner received in 2021 shows that the dissertation is expected to be 6 months long, hence I expect to complete it by July 2023.

The Gantt chart shows that I have chosen to dedicate most of my time to writing the literature review, refining the research questions, and defining the methodology. Having come this far in research, I strongly believe that planning will dictate the success of my project- mistakes in research design will be very difficult to recover from if they are not detected early, hence my focus on theory and research design.
When I am nearly complete with my methodology design, I will focus on getting permission for data collection from my company, and ethical approval from the university. This is done because changes to the methodology may influence the types of data that I may need to collect.
After completing the remaining sections, I will spend the remaining time preparing for journal submission. I have a list of target journals but once I have a clearer understanding of the final artefact, I will apply to only one journal for publication. This is the most ethical practice as submitting to multiple journals simultaneously wastes academic resources.

Please note that this timeline is subject to change as I get access to the Project module because university guidance may differ.

This is the end of my presentation, and references are on the screen if you would like to consult my sources. Thank you for your time and I look forward to hearing your thoughts and feedback.
